Memory and Context Engineering

CMSC 848N
Fall 2026, Week 5, Lecture 1

Based on the EMNLP 2024 tutorial by Yu Su, Diyi Yang, Shunyu Yao, and Tao Yu



The agent harness

The harness is the software that runs an agent across model calls.

Example task

“Compare three restaurants for Thursday dinner.”

Stored preference: vegan food
Current instruction: find options only. Do not book.

How will each model call receive the information it needs?

CoALA (Sumers et al., 2024). Illustrative classroom example.



The execution loop

for step in range(step_limit):
context = build_context(task, history, memory)
reply = model(context, allowed_tools)
if reply.is_final:

return reply.answer

calls = validate_and_authorize(reply.tool_calls)
observations = execute_with_limits(calls)
history.append(reply, observations)

return incomplete(history)

Today: which records should build _context include?

Conceptual pseudocode. CoALA (2024) and Anthropic context-engineering guidance (2025).



What the next model call needs

Model output

Harness action and next context

Search for suitable restaurants

Search tool returns candidate restaurants.

Read menus and prices

Tool results enter history with source links.

Compare the options

The answer uses menu evidence and the vegan
preference.

The harness permits searches and reads. Booking is disallowed.

Illustrative trace. We revisit the stored preferences and update history later in the lecture.




What should an agent remember?

think : Action
about | Oo | —
|8 Observation

A task continues after the visible page changes.

The agent has seen a room, tried an action, and received feedback.
Which observations will it need after leaving the room?

Which experiences will still matter on a later task?



Working context and persistent memory

Write pE—— Action 7
B — o0 —
M © © Jvumm

Read EEEEER - Observation
Persistent memory I
Instruction: ... Working context
Stores records outside the Thought: ...
current model call. Action: ... Contains the tokens supplied
Observation: ... now
The system can read, Thought: ... -
revise, or delete them. The harness selects history,
retrieved records, and tool
results.

Persistence across calls depends on what the system stores and reloads.



Retrieval and agent memory

* RAG retrieves records and supplies them
to a language model.

* A fixed external corpus is one
configuration. An agent can also retrieve
its own stored experiences.

* Read and write policies determine what
persists and how the corpus changes.

Lewis et al. Retrieval-Augmented Generation (2020). Sumers et al. CoALA (2024).

Retrieval Augmented Generation

Question Retriever Large Language Response

”

Context

The retrieval corpus can contain
documents, event records, or both.



Memory types describe the content

Type by content Definition Examples

Episodic memory Stores experience Generative agents
[Park et al., 2023]
Semantic memory Stores knowledge

Procedural memory | Stores skills Voyager [Wang et
al., 2023]

The categories describe what a memory contains.
Text files, vector indexes, graphs, and model weights are implementation

choices.

Park et al. Generative Agents (2023). Wang et al. Voyager (2023).



Generative Agents in Smallville

Joining for coffee at a cafe

in the park | ‘
) = [Abigail] : Hey Klaus, mind if

N 3 | | I join you for coffee?
‘ e m - [Klaus]: Not at all, Abigail.
o ¥ ! How are you?

Finishing a
morning routine

Park et al. Generative Agents: Interactive Simulacra of Human Behavior. UIST 2023.

[John] : Hey, have you heard
anything new about the
upcoming mayoral election?
[Tom] : No, not really. Do you
know who is running?




An agent follows a daily routine

Morning routine

Catching up

Taking a shower Cooking breakfast

Park et al. Generative Agents. UIST 2023. Original simulated example.

Beginning workday
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The memory architecture in Generative Agents

Event histories can outgrow the context window.
Retrieval selects records. Reflection derives higher-level memories.

Plan

Generative Agent Memory

[ Perceive ]—H Memory Stream 4{ Retrieve ]—» Retrieved Memories —4—{

Act 1

Reflect

Park et al. Generative Agents. UIST 2023.
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Episodic memory stores events
Writing appends observations. Reading ranks stored events for the current situation.

Q. What are you looking forward to
the most right now?

Memory Stream

Isabella Rodriguez is excited to be planning a
-\\ Valentine's Day party at Hobbs Cafe on
February 14th from 5pm and is eager to invite
everyone to attend the party.

2023-02-13 22:48:20: desk is idle
2023-02-13 22:48:20: bed is idle

2023-02-13 22:48:10: closet is idle

2023-02-13 22:48:10: refrigerator is idle

2023-02-13 22:48:10: Isabella Rodriguez is stretching
2023-02-13 22:33:30: shelf is idle ’ 2.34 ‘ = I 0.92 . 0.63 + 0.80
2023-02-13 22:33:30: desk is neat and organized

2023-02-13 22:33:10: Isabella Rodriguez is writing in her journal
2023-02-13 22:18:10: desk is idle

retrieval recency importance relevance

ordering decorations for the party

2023-02-13 22:18:10: Isabella Rodriguez is taking a break ‘ Ser ‘ - | 0.87 . 063 + 0.71 |
2023-02-13 21:49:00: bed is idle

2023-02-13 21:48:50: Isabella Rodriguez is cleaning up the

kitchen researching ideas for the party

2023-02-13 21:48:50: refrigerator is idle

2023-02-13 21:48:50: bed is being used ‘ 2.20 ‘ s | 0.85 + 0.73 + 0.62 |

2023-02-13 21:48:10: shelf is idle

2023-02-13 21:48:10: Isabella Rodriguez is watching a movie
2023-02-13 21:19:10: shelf is organized and tidy

2023-02-13 21:18:10: desk is idle

2023-02-13 21:18:10: Isabella Rodriguez is reading a book
2023-02-13 21:03:40: bed is idle

2023-02-13 21:03:30: refrigerator is idle

2023-02-13 21:03:30: desk is in use with a laptop and some papers

on it

I'm looking forward to the
Valentine's Day party that
I'm planning at Hobbs Cafe!

Park et al. Generative Agents. UIST 2023.



Memory ranking in Generative Agents
score(m, q) = o, R(m) + a; I(m) + s S(mM, q)

R(m): recency, with exponential decay since the last access.

I(m): importance assigned to the event by the language model.

S(m, g): cosine similarity between the memory and query embeddings.

The paper normalizes each component to [0, 1] and uses equal weights.
The highest-ranked records that fit the context budget enter the prompt.

Park et al. Generative Agents, §4.1. UIST 2023.
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Reflection derives semantic memories

The model combines events into an inference, then stores it for later retrieval.

r

[Reflection] Klaus
Mueller is highly
dedicated to research

A

~
[Reflection] Klaus
Mueller is dedicated to
research

[Reflection] Klaus
Mueller is engaging in
research activities

[Reflection] Klaus
Mueller is dedicated to
research

—

f

—

[Plan] For Wednesday
February 13: wake up and
complete the morning routine
at 7:00 am, read and take
notes for research paper at

[Observation] Klaus
Mueller is making
connections between
the articles

[Observation] Klaus
Mueller is reading and
taking notes on the

[Observation] Klaus
Mueller is searching for
relevant articles with

q the help of a librarian

~

articles
8:00 am, have lunch at 12:00 . VAN J
pm, write down ideas or
brainstorm potential ( N\ ) ¥ N
solutions at 1:00 pm, [...] [Observation] library table [Observation] Klaus [Observation] Klaus
is being used to research Muell = di th Mueller is engaging with
material and make connections ue' erdls rea_:l.x;g e a librarian to further
between the articles assigned materia his research
\ J \ J J
[Observation] Klaus Mueller is
reading about gentrification 7 N B
P . = [Observation] Klaus
[Reflection] Klaus [Observation] library B 5 &
“al ; p Mueller is discussing
Mueller spends many table is being used to . .
[Observation] Klaus Mueller h di discuss research material his research with a
is reading about urban design ours reaaing librarian
\. / J \_ J

Park et al. Generative Agents. UIST 2023.
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Voyager stores executable skills

Successful programs enter a skill library. Description embeddings support retrieval.

Automatic Curriculum Iterative Prompting Mechanism Skill Library

async function combatZombie(bot) {
// Equip a weapon s Mi
ine Wood Lo
const sword = bot.inventory.findInventoryItem( ‘-’ 9
mcData. itemsByName[ "stone_sword"].id);
if (sword) {
await bot.equip(sword, "hand");}

Make Crafting Table
Craft Stone Sword

else {
await craftStoneSword(bot);} .eeeeee--. f Skill ‘ Make Furnace

// Craft and equip a shield Retrieval

Combat
await craftShield(bot);  .e-seesseeceaeen. . il il

Zombie Craft Shield

Cook Steak

Mine Wood Log Combat Zombie

Env Feedback Code as Refine Program
Execution Errors Actions 0

MINELRREY I

Mine Diamond Update Add New Skill
Exploration 0 S
Progress
Environment Self-Verification

Wang et al. Voyager: An Open-Ended Embodied Agent with Large Language Models (2023).



Memory indexes support different read operations

Text index

Store records as text. Retrieve with BM25 or embedding similarity.

Graph index

Store entities and relationships. Retrieval can follow connections across
records.

Index construction and query-time retrieval incur different costs.

Gutiérrez et al. HippoRAG (2024). Tang et al. Referral Augmentation (2024).
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HippoRAG retrieves connected facts

Query entities seed Personalized PageRank over a knowledge graph.

Offline Indexing
S2|se|@r]@i]
LY EL ) ERY EYY

Current
- >
RAG

Gutiérrez et al. HippoRAG. NeurlIPS 2024.

Online Retrieval

_ [ Which £ Stanford professor works on the ] Answer: @

neuroscience of X Alzheimer’s?
x Prof. Thomas

se[sese] __
_’*'{ Zajaxjex] — !




Referral augmentation enriches the index

BM25 SimCSE
W BM25 + Referrals ~ mmm SimCSE + Referrals

o
®

o
[

Paper Retrieval

Title: BERT: Pre-training
of Deep Bidirectional
Transformers for
Language...

Referral: Recent advances
in pre-training have shown
that models such as BERT,
RoBERTa, and T5 store a

surprising amount of world
knowledge.

14
o

o
o

Masked language modeling

and next sentence ;
e Abstract: We introduce a
prediction [CITATION] have new language

shown Fo.be effective representation model
pre-training tasks. Qalled BERT..

Recall@10
2

0.3

Augmentation 02

0.1

% RefSeer ACL ArXiv

A referral is text in another document that cites or links to the target.
Adding referrals gives the retriever additional descriptions of that target.

The chart reports Recall@10 for the paper’s retrieval setting.

Tang et al. Referral Augmentation for Zero-Shot Information Retrieval. Findings of ACL 2024.
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Learning through model weights

FireAct fine-tunes a model on successful reasoning-and-action trajectories.

Questions Prompts Tools Correct trajectories
HotpotQA CoT CoT trajs reformat ReAct-format
; trajectories
o ReAct trajs
SHatseta X kAL LM Reflexion trajs
J fine-tune
ST LM FLM
MMLU Reflexion (e.0. GPT-4) A Sremecileamoved) |
Lo (e.g., Llama2) (finetuned LM)
(b) Inference
Test Question ™ cor Question: 3+4+5=7
(3+4+5=) ReAct Thought: 3+4+5=7+5=12. Answer is 12.
generate Action: Finish[12]
. Observation: reward =1
Reflexion
Tools Implicit method selection CoT in ReAct format for simple questions

Chen et al. FireAct: Toward Language Agent Fine-tuning (2023).
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Learning through prompts

APE proposes candidate instructions, scores them on examples, and selects a prompt.

( Keep the high score candidates

LLMs as Inference Models |

Professor Smith was given the
following instructions: <INSERT=>

Here are the Professor’s responses:

x Discard the low score candidates

»~—__LLM:s as Scoring Models
Instruction: write the antonym of the
word. <LIKELIHOOD>

Input: direct Dutput
b

* Final selected prompt with highest score

# Demostration Start Seori ﬁ Log g
Input: prove  Output: disprove Pm?)snl @ e @ Probability
Input: OQutput: off
it BmE e :> write the antonym of the word. -0.26
\#Dcmosmmon ) / give the antonym of the word provided. -0.28
[Opticna) High‘.S'::clrt reverse the input. -0.86
LLMs as Resampling Models —._©
o . <:| to reverse the order of the letters -1.08
Generate a varation of the following
instruction while keeping the semantic ®
meaning. Similar write the opposite of the word given. -0.16
Candi:
Input: write the antonym of the word. :>
Output: <COMPLETE> list antonyms for the given word. -0.39

Zhou et al. Large Language Models Are Human-Level Prompt Engineers. ICLR 2023.

NS

* X X

Interquartile Mean Zero-Shot Performance

e

- 2
o @
P

S =)
~ 2}
L 1

o
8]
L

Human Prompt Engineer

0.40

T e e

0.71

0.63 S
0.61

0.03 0.03
0.01 0,01 0.02 ggq 2%
350M 1.3B 6.7B 175B 350M 1.3B 6.7B 175B 350M 1.3B 6.7B 175B
Greedy (GPT-3) Greedy (InstructGPT) APE (GPT-3)

350M 1.3B 6.7B 175B
APE (InstructGPT)
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Code changes can persist as task artifacts

SWE-agent edits a target repository through an agent-computer interface.
The resulting patch can persist after the interaction ends.

'
| SWE-agent Agent-Computer Interface 2E Computer

LM-friendly commands 63 Terminal
</ Navigate repo P Search files
£ View files EY Edit lines E= Filesystem

(:- LM Agent) BB sklearn/

LM-friendly BB examples/
environment feedback [ README.rst

Yang et al. SWE-agent: Agent-Computer Interfaces Enable Automated Software Engineering (2024).
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Reflexion carries feedback into the next attempt

A failed attempt produces feedback and a textual reflection.

A later attempt can retrieve that reflection while the model weights stay fixed.

‘5 N R A I/’
5 Query J—» LLM ——r{ Action —PiEnvironmentw—b Reward
o . — R —i;} . l A
‘ {a,;0.,2,,0,,a,,0,,..., a,,0,} (P P
°
o
E Reflection
Heuristic hw
S { R

Shinn et al. Reflexion: Language Agents with Verbal Reinforcement Learning. NeurlPS 2023.

%

ol
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Combining prompt and weight optimization

BetterTogether alternates prompt optimization and fine-tuning within an LM pipeline.

Algorithm 1 BetterTogether: Optimizing LM
programs by alternating prompt and weight opti-

Fine-Tuning and Prompt Optimization: mization steps, instantiated in
Two Great Steps that Work Better Together

Input: Program @ my = o @ @11,
with module weights © = [01,...,0,/]
and module prompts IT = [71,. .., 7 g
Stanford University Training Set X and Metric u
1: function BETTERTOGETHER(® (o, my, X, 1)
2 II' < OPTIMIZEPROMPTS(® (o my, X, 1)
3 ©' < FINETUNEWEIGHTS(® (o 11y, X, )
4 IT" < OPTIMIZEPROMPTS(® o/ my, X, 1)
5
6:

Dilara Soylu Christopher Potts Omar Khattab

return (I)<9; JII77)
end function

Soylu, Potts, and Khattab. Fine-Tuning and Prompt Optimization. EMNLP 2024.

23



Selecting context under a token budget

Record i has token length £; and estimated utility u;.
Select it with zi= 1, or omit it withz;=0

maximize Uz + - + U,Z,
subjectto €iz:+---+8,2,<B

B is the remaining budget after fixed instructions, the current task, and an output
allowance.

Additive utility ignores duplication and dependencies between records.

Instructional formulation. Context-management motivation: Anthropic (2025).
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Example: an updated preference and a limit

Current request: compare three restaurants for Thursday dinner.

Date Stored record What matters now
Sep 17 “I| eat vegetarian food.” Earlier preference
Sep 22 “I now eat vegan food.” Updated preference
Sep 22 “Find options only. Do not book.” Action limit

Sep 24 Restaurant menus and prices Current evidence

Illustrative classroom example. No real user data.
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Full history, retrieval, and summaries

records

Strategy What it preserves Failure to test

Full history Original records and wording | Old and new preferences compete for
attention.

Retrieval A small set of relevant A query may miss the update or action

limit.

Rolling summary

A compact account of the
task

Compression may omit a condition or
source.

A hybrid can keep recent records, retrieve older evidence, and retain a short task summary.

26



Compacting a task history

A useful summary of the example

Compare three restaurants for Thursday dinner.

Use the Sep 22 vegan preference.

Do not make a reservation.

Verify current menus and prices before recommending options.

Keep links to the original records. A later question may require details the
summary omitted.

Illustrative example. Compaction and structured notes: Anthropic (2025).

27



Memory updates need scope and provenance

A record needs a source, a timestamp, and a scope of use.

An explicit update can supersede an earlier preference. Conflicting reports
may require verification.

A retrieved document supplies evidence. It does not grant permission to act.

Deletion and access controls must cover indexes, summaries, and cached
copies.

In the example, what evidence would permit making a reservation?

28



Evaluating memory on the same tasks

Hold the model, tools, tasks, and output budget fixed.
Compare no memory, full history, retrieval, and summary-based context.

Task outcome: does the agent answer correctly or finish the task?
Updates: does it use the latest valid record and recognize missing evidence?
Constraints: does it preserve action limits and respect access controls?

Cost: how many input tokens, retrieval calls, and seconds does it use?

LongMemEval (ICLR 2025) provides tests of updates, temporal reasoning, and abstention.
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Memory and the next decision

Persistent changes: stored records, reusable code, prompts, and model
weights.

Read and write operations: retrieval, reflection, updates, and deletion.
Working context: the evidence and instructions available for this decision.

Where should we draw the boundary between memory and the environment?

Write : Action

Read RS Observation

Sumers et al. Cognitive Architectures for Language Agents. TMLR 2024.
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